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I.​ Introduction 
The Oversight Board was created to help safeguard free expression on Meta’s platforms. For 

nearly six years, we have worked closely alongside the Oversight Board to improve our policies and 

enforcement towards this end. The Board provides an important check on Meta’s content 

moderation protocols and helps us ensure we tackle some of the most significant and difficult 

governance challenges we face in a manner that is principled, transparent, and impactful.  

These bi-annual reports provide a closer look into how Meta is operationalizing the Board’s work 

across our products and policies. Today, we are sharing an update reporting on the first half of 

2026. This report includes updates on open recommendations from decisions issued by the 

Oversight Board through June 2026, information about content referrals we made to the Board 

during this period, and other areas of partnership with the Board.  

From its first decision in January 2021 through June 2026, the Board has issued 347 non-binding 

recommendations to Meta. We respond publicly to each one and, as of June 30, 2026, we have 

committed to implementing, or exploring the feasibility of implementing 80% of the 347 

recommendations, and we have implemented 214 of them. These figures reflect important work 

we have undertaken to improve our policies, enforcement protocols, and transparency for the 

billions of people who use Meta’s platforms. 

We look forward to sharing additional updates on our progress in upcoming bi-annual reports. 
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II.​ Achievements and Institutional 

Impact 
Each day, people across Meta's platforms share billions of pieces of content. Moderating content 

at this scale requires continuous investment in the systems, partnerships, and oversight structures 

that keep our platforms safe while protecting voice. The Oversight Board has become a fixture in 

Meta’s accountability ecosystem, and we have responded publicly to every recommendation it has 

made. Those recommendations have expanded the ways people can express themselves on our 

platforms, created durable channels through which civil society shapes our rules, and helped us 

work through the hardest problems we face, from maintaining accuracy during elections to 

governing content produced by AI. This half, the Board’s influence was most visible in three areas: 

the role of AI in content enforcement, the balance between safety and expression during crisis and 

conflict, and ensuring equity across the communities we serve. The Board has also begun setting 

an agenda that reaches beyond Meta, publishing assessments this half of whether large language 

models constrain political speech, and of where we should move faster on AI generated content. 

Read together, these reflect how the Board has learned from reviewing our decisions and evolved 

into deliberating on the governance questions the whole industry is now confronting. We continue 

to support the Board's growing voice in global policy conversations, supporting their engagement 

with industry stakeholders across multiple regions. 

Continued Scope Expansion 

Following a pilot exercise to extend the Board’s remit to account level decisions, it carried out its 

first review of a permanently disabled account, taking its oversight beyond individual pieces of 

content to the question of whether removing an account from our platforms was proportionate. 

The Board published its assessment of what that pilot revealed about account level enforcement, 

and the case itself is discussed later in this report among other significant & influential decisions 

from the Board. Reviewing decisions of this kind requires a different analytical frame from 

reviewing a single post, and working through that with the Board has clarified for our own teams 

where account level enforcement needs clearer reasoning and better explanation to the people 

affected. 

Reflecting the Board’s standing as an institution, Meta committed additional funding in May 2026 

to sustain its work through 2028. Pacing the Board’s resourcing on a longer footing gives it the 

stability to take on the kind of upstream and systemic questions described in the sections that 

follow. 
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The Board's Role in AI-Driven Content Enforcement 

The Board has built a track record of credible engagement with the hardest questions in content 

moderation, and that credibility has earned it a role beyond deciding individual cases. AI is a 

powerful tool for creators and businesses, enabling new forms of expression, promotional content 

and creative storytelling, while introducing new challenges around transparency, deceptive 

content and enforcement accuracy. The Board’s focus on encouraging online platforms to build 

responsibly helps ensure that as AI unlocks creative and commercial value on our platforms, 

people can trust that the content they encounter is governed by clear and fair rules. The Board has 

invested heavily in this area, publishing assessments of whether large language models may be 

stifling political speech, of where Meta should move faster and bolder on AI content, and of the 

case for and against social media bans for under sixteens. It also published its assessment of our 

own announcement on introducing more advanced AI into content moderation, concluding that 

the approach helps deliver moderation at scale but is not without risk, and its model has begun to 

be discussed as a reference point for what AI companies more broadly can learn from independent 

oversight. 

In our announcement, we explain that recent tests with advanced AI models have shown 

promising results. We are finding that these models deliver more accurate and comprehensive 

enforcement than our legacy systems, reducing mistakes and more effectively finding and 

removing harmful content, so that people see less of it on our platforms. We believe these systems 

can detect and enforce violations more accurately, while also stopping more scams and 

responding faster to real world events with fewer over-enforcement mistakes. People remain 

central to this approach. Expert teams are the architects of Meta’s AI enforcement: they set the 

policies, train the models, validate performance and handle high risk decisions, such as final 

decisions on appeals of account disablement and notifying law enforcement where required by 

law. As Meta engages a variety of stakeholders on the evolution of our policies throughout this 

transition, we will engage with the Oversight Board to solicit feedback on our approach. 

We launched the Meta AI Support Assistant on Facebook and Instagram to help resolve account 

problems from start to finish which supports efforts towards delivery of the Board’s 

recommendation in the Armenian People and the Armenian Genocide case, to improve user 

experiences related to appeals making it easier to identify appeal options and prioritze critical 

decisions for human judgment. We are continuing to invest in AI powered tools to make support 

more accessible, reliable and effective, and we will keep evolving the assistant as more people use 

it and as the technology advances. In alignment with the Board's recommendations in the Gender 

Identity Debate Videos case, we improved our review workflows to strengthen enforcement 

across our Bullying and Harassment policy and continue to extend this work comparably across 

how the most severe and most prevalent violation types are prioritised for human review, following 
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the Board’s recommendations in the Reporting on Somaliland case. This work is at an early stage 

and its effects will be assessed over successive reporting periods, but it reflects our approach to 

combine the scale and capabilities of advanced AI with the expertise and judgement of people. 

The Board’s Voice in Global AI Governance 

The Board’s novel operating model gives it a unique perspective that others are interested in 

hearing as AI governance standards are being set. In addition to their published research, 

much of the Board's industry leadership this half occurred at major global convenings where 

labs are discussing how to solve through AI policy tradeoffs .  

At the AI Impact Summit in New Delhi, the Board delivered its perspective in conversations 

about how the public can be consulted in the design and development of AI, which is a 

central idea that runs through Meta’s own Community Forums work. At AI for Good, the 

Board joined conversations on the ethical dimensions of AI. At Brand Safety Summit the 

Board contributed to a panel on youth safety and parental rights, proposing innovative 

paths to balancing safety and voice, particularly among marginalized youth that can benefit 

from online communities. At TrustCon it led a roundtable on trust and safety practice. 

What connected these appearances is that the Board is increasingly influential where 

standards for emerging technology are being set. The questions the Board is being asked in 

those rooms mirror the ones we are working through internally, and continuous testing 

against a wider range of expertise is a more useful check on us and we continue to transform 

our processes with AI.  

Strengthening Provenance and Disclosure for AI Generated 

Media 

Aligned with the Board's recommendations in the Alleged Audio Call to Rig Elections in Iraqi 

Kurdistan case, we continue to support informative labels for manipulated and AI generated media 

across Facebook, Instagram and Threads, covering a significant number of the languages available 

on our platforms. These labels are displayed in the language each person has chosen for their 

platform experience, supported by our broader translation infrastructure and ongoing evaluation 

to improve parity across languages. We have also expanded AI powered translations for Reels on 

both Facebook and Instagram, with translated content carrying a visible label in the user's 

language.  

Complementing the Board's consideration of AI generated media in the AI Generated Video in 

Iran-Israel Conflict case, we extended automatic application of our AI Content label from images 
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to video where metadata is present. Where Content Credentials exist, people may see a visible 

label on the content itself rather than provenance information remaining detectable only within 

our internal systems. We also introduced account level self-disclosure allowing creators to identify 

themselves as AI creators, with this designation visible on their profile. We provide people with 

information about how to identify AI content and creators with guidance on labeling AI content. 

Together, these changes mean that people encountering AI generated content on our platforms 

now have substantially more visibility into its origins than they did a year ago. 

The Board's recommendations in this area also encouraged further work on  provenance at 

content creation. Our Fundamental AI Research team's (FAIR) invisible watermarking technology, 

now known as Content Seal, embeds a watermark directly into generated media at the point of 

creation, meaning the signal is designed to survive common edits, reposts, screenshots and 

re-encoding in ways that metadata-based Content Credentials typically cannot. We continue to 

attach industry standard metadata to content generated by MetaAI. We are also investing in other 

ways to make sure users are empowered to understand the media they see on our platforms, 

especially in being able to identify AI-generated content.  

Balancing Voice and Safety 

We have continued to invite the Board into challenging decisions and considerations including 

protecting expression during conflict, because we recognize that independent oversight adds 

legitimacy and rigor to choices that affect millions of people in vulnerable situations. 

As we prepared to expand Community Notes internationally, we requested a Policy Advisory 

Opinion from the Board on what country-level factors we should consider when deciding whether 

a country should be omitted from expansion. We wanted to involve external guidance early in the 

process and before rollout to ensure our approach reflected the full range of considerations that 

come with expanding a community-driven feature to diverse global contexts. The Board provided 

input on which factors Meta should consider when determining where Community Notes may not 

be appropriate. By incorporating the Board as a strategic design partner in our go-to-market 

approach, we help to ensure that our expansion of Community Notes reflects input from human 

rights experts, civil society perspectives, and the Board's useful insights. We are incorporating 

their recommendation as we continue to assess and roll out Community Notes globally. 

Several cases during this period examined how our policies balance voice, safety, and dignity in 

circumstances where access to information is most urgent. In the Posts Sharing Speeches in 

Syrian Conflict case, the Board examined how people share speeches by parties to an active 

conflict, and how our policies address access to information in situations where leaders share 

potentially violent or dangerous speech that may otherwise violate our policies. In the Reporting 

on Somaliland Current Affairs case, the Board addressed how journalism about ongoing political 
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instability intersects with our enforcement frameworks. Meta is working to ensure that content 

containing news reporting and awareness-raising speech remain accessible on our platforms, even 

when this content intersects with sensitive policy areas. The Board's recommendations in these 

cases continue to inform how we develop clearer exceptions and how we train our review teams to 

distinguish between content that documents harm for awareness and accountability purposes and 

content that intends to perpetuate or promote harm. 

Advancing Fairness and Equity in Content Enforcement 

Our content policies are designed to protect everyone who uses Meta's platforms. But 

enforcement at a global scale presents a particular challenge: the ways in which people 

communicate, the symbols they use, and the forms that harm takes vary significantly across 

cultures, languages, and communities. During the last half, the Board's casework pushed us to 

examine whether our enforcement tools and policies are working equitably for all users, 

particularly those from historically marginalized groups. 

In the Comment on Kenyan Politics Using a Designated Slur case, the Board considered how 

designated slurs function differently in political commentary across cultural contexts. The case 

highlighted the importance of context-sensitive enforcement, where a word that is harmful in one 

setting may serve a different communicative function in another. We are applying these insights to 

how we update our enforcement guidance and train our review teams to assess context more 

effectively. 

Responding to the Board’s recommendations in the Criticism of European Union Migration 

Policies case, we completed the first review of slur designations to include a formal pathway for 

input from Trusted Partners in priority countries. Partners submitted approximately sixty terms 

for review across four regions, bringing regional civil society expertise directly into a policy process 

that had previously drawn on it informally.  

Together, these cases reflect a broader priority for Meta which is to ensure that our content 

governance systems work fairly across the diversity of communities we serve. The Board's 

independent perspective is invaluable in identifying where our policies may produce unintended 

disparities, and we are committed to incorporating their recommendations as we continue to 

refine our approach. Where progress has been slower, it has generally been because the underlying 

work is genuinely complex, and we expect to report further on several of these areas in future 

updates. The section that follows turns to the individual decisions behind much of this work, and 

to the questions raised by the Board that we are continuing to work through.  
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III.​ Significantly Impactful  Decisions 

from the Board 

The Board continues to reinforce its role as a champion for user rights that engages actively with 

Meta's policies, products, and processes. Through its deliberations this half, the Board tackled 

complex and influential decisions across information integrity, the accuracy of enforcement at 

scale, and for the first time, extended its case review beyond individual pieces of content. These 

cases were not only significant and difficult, but they also helped us surface and address tensions 

between Meta's core values of authenticity, dignity, safety, and voice. As the Board took on new 

subject matter and revisited existing complexities, it encouraged internal teams to reflect on and 

refine the way they approach these difficulties. The following section explores several of the 

Board's most challenging and significant decisions, illustrating the value of its oversight and 

guidance on critical issues Meta continues to address in its commitment to protecting users and 

upholding its principles. 

Protest Footage Paired with Pro-Duterte Chants 

This case concerned a Facebook post resharing a manipulated video that circulated after former 

Philippine President Rodrigo Duterte's extradition to the International Criminal Court in March 

2025. The video paired footage from an unrelated Serbian protest with added audio and captions 

to present it as a pro-Duterte demonstration in the Netherlands. Under Meta's Misinformation 

policy, our systems flagged the original post as possible misinformation, referred it for third-party 

fact-checking, and temporarily reduced its distribution. Because the post differed from previously 

rated videos in its audio and text overlay, it was not treated as matched content and did not 

receive an additional label. The Board agreed with our decision to keep the content on the 

platform, but found that we should have applied a more prominent label indicating content may 

have been digitally created or altered and creates a particularly high risk of materially deceiving 

the public on a matter of public importance, given the video's potential to materially deceive the 

public during a significant public event. This decision underscored the difficulty of identifying 

near-identical manipulated media at scale, where small edits can evade detection, and the value of 

treating political crises beyond elections as moments warranting heightened review. To address 

this, we are clarifying when these labels apply and explaining them more fully in our public 

materials. 
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Taiwan Job Scam Warning 

This case involved a Facebook post from a Taiwanese police department warning job seekers 

about fraudulent recruitment, pairing an illustrated image with overlay text in Chinese that listed 

common scam indicators alongside prevention advice and an anti-scam hotline number. Our 

automated systems identified the post as potentially violating our Human Exploitation policy and 

removed it, and a human reviewer upheld that decision on appeal. The post was difficult to assess 

because the keywords it warned against are the same signals our technology uses to detect 

genuine fraudulent recruitment. We restored the post based on further review by our experts after 

the Board brought the case to Meta’s attention. The Board overturned our original decision, 

finding the content does not contain an offer of employment, vague or otherwise, and does not 

recruit for or facilitate labor exploitation. It also found the content’s removal was inconsistent with 

our human rights responsibilities, while also acknowledging the difficulty our classifiers face. This 

case illustrated the potential risk of over-enforcement against pages representing public 

institutions that are working to protect people from harm, and highlighted ways Meta can offer 

in-app solutions to protect users from scams. The Board's recommendation gave us an 

opportunity to provide insight into the various warnings and friction we already provide, from 

search interstitials to scam alerts in messaging, and we consider the recommendation 

implemented on that basis. 

Emojis Targeting Black People Bundle 

This bundle concerned two posts using monkey emojis to compare Black people to animals. The 

first, a Facebook post from Brazil, repurposed a film scene with overlay text naming rival football 

clubs and young players rising to prominence, captioned with a monkey emoji. The second was an 

Instagram comment in Ireland responding to a video condemning racism, pairing monkey emojis 

with language anticipating unrest and "glorious days ahead." Our automated systems and human 

reviewers left both posts up. Both relied on algospeak, coded language that conveys dehumanizing 

meaning while evading detection. Assessing them required reading imagery, overlay text, and 

surrounding conversation together. After the Board selected the cases, we determined our 

decisions had been wrong and removed both posts under our Hateful Conduct policy, a conclusion 

the Board shared in reversing our original decisions. This bundle demonstrated how coded 

language can escape both automated and human review, and how regional context shapes 

meaning, from systemic racism in football to rising Afrophobia in Ireland. Acting on this guidance, 

we have audited our training data to ensure examples of emojis as coded hate speech  are included 

across languages.Leading up to and during the 2026 FIFA World Cup, Meta also deployed 

enhanced detection systems calibrated to identify hate speech, including emoji-based content  

and other violating content, to swiftly remove content targeting athletes on their accounts.  
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https://transparency.meta.com/oversight/oversight-board-cases/emojis-targeting-black-people/
https://about.fb.com/news/2026/05/protecting-players-and-fans-during-fifa-world-cup-2026/


 

Account Ban for Targeting Public Figures 

This case was the Board's first review of a permanently disabled account, piloting an extension of 

the Board’s mandate beyond individual pieces of content, and reached the Board via a Meta 

referral. In 2025, we disabled an Instagram account with more than 70,000 followers for 

persistently violating our Community Standards, after it accrued numerous strikes, including for 

posting visual threats of violence against a female journalist alongside degrading claims about her. 

The Board upheld our decision, finding it consistent with our human rights responsibilities and 

affirming that we must take a firm and deterrent position against threats of violence. The case 

attracted more than 750 public comments, reflecting how much is at stake for people who lose 

access to their accounts. Rather than issuing recommendations, the Board set out principles to 

guide account governance across the industry, making this decision significant for extending the 

reach of its oversight impact and the questions it poses about how platforms govern access to 

accounts. 
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IV.​ Meta Content Decision Case 

Breakdown 

The Oversight Board’s binding decisions on cases continue to influence Meta's approach to 

content moderation. Each decision, whether upholding or overturning Meta’s original 

enforcement, carries binding consequences that shape how policies are interpreted, enforced, and 

communicated across the company.  

This section breaks down the decisions published in the first half of the year, clarifying the Board’s 

role in determining whether content remains online, is removed, or is modified. By examining these 

decisions and their outcomes, we gain a deeper understanding of the Board’s influence on Meta’s 

commitment to balancing user rights, safety, and voice. 
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Standard Case Decision Summary 
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Standard Account Decision Summary 
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Policy Assessment Breakdown 
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Regional Breakdown1 

 

 
1 Meta defines “region” according to an analysis of several factors, including the location of the posting user, the 
language(s) the content includes, and countries/regions referenced in the content. 
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V.​ Recommendation 

Implementation 

Meta continued to innovate and build in the first half of 2026, and the Oversight Board has helped 

guide our global impact as we do so. The Board’s recommendations inform important changes to 

our policies, operations, and products and hold us accountable to our promises. In H1 2026, we 

completed 152,  with some significant milestones listed below. We respond to every Oversight 

Board recommendation publicly and have committed to implementing or exploring the feasibility 

of implementing 80% of their recommendations. As noted on our Transparency Center, we 

categorize our response to the board’s recommendations in the following areas: 

●​ Implementing Fully: We agree with the recommendation and have or will implement it in 
full. 

●​ Implementing in Part: We agree with the overall aim of the recommendation and have or 
will implement work related to the board's guidance. 

●​ Assessing Feasibility: We are assessing the feasibility and impact of the recommendation 
and will provide further updates in the future. 

●​ Work Meta Already Does: We have already addressed the Board’s recommendation 
through an action that we already do. Thus, there is no update required. 

●​ No Further Action: We will not implement the recommendation, either due to a lack of 
feasibility or disagreement about how to reach the desired outcome. 

Recommendation Implementation Highlights 

Appendix 

Pg.  
Recommendation Implementation Summary 

Transparency  

4 

PAO on Meta’s 

Cross-Check Policies 

No.8 

We expanded the role of specialized regional teams in 

identifying sensitive entities for Secondary Review 

eligibility, including proactive surfacing ahead of elections. 

2 4 recommendations were completed during the 60 day-response period: Eating Disorder Awareness Posts Bundle No.1, Comment on 
Kenyan Politics Using a Designated Slur No.1, Taiwan Job Scam Warning No.1, AI Generated Video in Iran-Israel conflict No.5, 5 
recommendations were closed as “Work Meta Already Does”or “No Further Action” during the 60 day-response period:  Protest Footage 
Paired with Pro-Duterte Chants No.1-2, , Emojis Targeting Black People No.2, AI Generated Video in Iran-Israel conflict No.1-2 
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https://transparency.meta.com/oversight/oversight-board-recommendations/
https://transparency.meta.com/oversight/oversight-board-cases/eating-disorder-awareness/
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https://transparency.meta.com/oversight/oversight-board-cases/taiwan-job-scam-warning/
https://transparency.meta.com/oversight/oversight-board-cases/ai-generated-video-in-iran-israel-conflict/
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https://transparency.meta.com/oversight/oversight-board-cases/protest-footage-paired-pro-duterte-chants/
https://transparency.meta.com/oversight/oversight-board-cases/emojis-targeting-black-people/
https://transparency.meta.com/oversight/oversight-board-cases/ai-generated-video-in-iran-israel-conflict/


 

Policy 

11 

Reporting on 

Somaliland Current 

Affairs No.1 

We updated our Transparency Center to provide more 

information about strikes and Page management, making 

this guidance more accessible to users. 

Enforcement 

39 

Post Depicting 

Protests in Colombia 

While Using a Slur 

No.4 

We improved how we communicate enforcement 

decisions, appeal options and next steps through Meta's AI 

Support Assistant.  

41 

PAO on Meta’s 

Cross-Check Policies 

No.9 

We refined cross-functional operational processes for SSR 

list governance, ensuring multiple teams collaborate on list 

management with regional specialists and Human Rights 

Policy informing civil society entity inclusion. 

46 

Reporting on 

Somaliland Current 

Affairs No.3 

We refined our General Secondary Review (GSR) ranking to 

prioritize object types more dynamically based on the 

severity of the potential violation and the complexity of the 

object under review, ensuring high-risk decisions such as 

page deletions are surfaced for additional in-house review 

before final enforcement. We are also incorporating new 

large language models into the ranking process to further 

strengthen our ability to identify and prioritize the 

highest-risk decisions. 

47 
Emojis Targeting 

Black People No.3 

We activated dedicated cross-functional teams and 

deployed enhanced detection systems calibrated to 

identify emoji-based hate speech ahead of the 2026 FIFA 

World Cup, including proactive monitoring and expanded 

enforcement coverage across relevant languages and 

regions. 
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https://transparency.meta.com/enforcement/taking-action/counting-strikes/


 

Recommendation Implementation3 

 

Breakdown of the 87 recommendations4 

 

4 Breakdown includes recommendations closed in the 60 Day Responses in H1 2026 

3 “Total recommendations tracked through H1 2026” includes  recommendations closed as “No further Action” or “Work Meta Already Does” 
in the their 60-day response 
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Breakdown of Recommendations Closed in 60-Day 

Responses 

 

These recommendations are counted in the “recommendations completed” statistic, but are not 

featured in the appendix of this report as there are no additional updates following the initial 

response. To read our response to these recommendations, see below:  

●​ Eating Disorder Awareness Posts Bundle No.1 

●​ Protest Footage Paired with Pro-Duterte Chants No.1 

●​ Protest Footage Paired with Pro-Duterte Chants No.2 

●​ Comment on Kenyan Politics Using a Designated Slur No.1 

●​ Taiwan Job Scam Warning No.1 

●​ Emojis Targeting Black People No.2 

●​ AI Generated Video in Iran-Israel conflict No.1 

●​ AI Generated Video in Iran-Israel conflict No.2 

●​ AI Generated Video in Iran-Israel conflict No.5  

20 

https://transparency.meta.com/oversight/oversight-board-cases/eating-disorder-awareness/
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https://transparency.meta.com/oversight/oversight-board-cases/ai-generated-video-in-iran-israel-conflict/
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VI.​ Appendix 
We organize our substantive updates on the 78 open recommendations into three sections of our 

Appendix: 

A.​ Transparency (7 recommendations): Helping people understand the rules on Facebook and 

Instagram, what violates them, and the consequences of violating them.  

B.​ Policy (40 recommendations): Ensuring the Facebook Community Standards and 

Instagram Community Guidelines are clear and align with our values of voice, authenticity, 

safety, privacy, and dignity. 

C.​ Enforcement (31 recommendations): Improving the quality and efficacy of our content 

moderation operations at scale. 

Long term recommendations can come from any of the three categories above and are broken 

down as follows:  

D.​ Long Term Recommendations (20 recommendations): Recommendations which, due to 

the complexity of their implementation, placement on long-term roadmaps, and/or 

dependencies on completion of other recommendations or foundational work, we do not 

expect to have significant updates to share within the next two years. 

For the full H1 2026 update on each recommendation, please refer to the Appendix. 
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